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Disentanglement

Related work:

• β-VAE: restructures ELBO with variable β to enforce latent independence

• FactorVAE: uses discriminator to enhance loss for badly factorized latents

• SlowVAE: regularises for temporal sparsity using prior hyperparameters

1 Unsupervised deep learning identifies semantic disentanglement in single inferotemporal face patch neurons, DeepMind
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Equivariance
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Related work:

• Topographic VAE



Equivariance



Alternative latent perspective
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Alternative latent perspective
Supervised case



Alternative latent perspective
Weakly supervised 
case



Alternative latent perspective
Supervised case Weakly supervised 

case

White nodes: latent variables
Grey nodes: observed data
Solid lines: generative model
Dashed lines: approximate posterior



Time evolving priors & posteriors
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• Continuity equation:

• Discrete particle evolution:

Prior: Posterior:



Optimal Transport for posterior flow

1 Information Geometry and Optimal Transport, Gabe Khan
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Implementation
:       one latent dimension,    
corresponding to a normal 

distribution

Color in latent corresponds to 
distinct ground truth factor

Latent representation q



Implementation
:       one latent dimension,    

corresponding to a time-evolving 
normal distribution

Color in latent corresponds to 
distinct ground truth factor
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Experiment setting

• Datasets:
• MNIST: color, rotation, scale

• Shapes3D: wall-, floor- & object hue, scale





Experiment setting

• Metrics:
• Equivariance error:
• Log-likelihood:
• VP score:        of correctly classified pairs                by a lightweight NN

• Baselines:
• PoFlow

• Topographic VAE

• SlowVAE

•  β-VAE
• FactorVAE
• VAE

,

PoFlow implementation



Qualitative results



Qualitative results



Quantitative results



Quantitative results



Additional evaluations

• 1: switching transformations



• 2: superposing transformations

Additional evaluations



• 3: equivariance generalisation to new data

Additional evaluations



Ablation studies



Ablation studies



Conclusion: positives

• Differentiated approach

• Quantitatively better model 

• Intuitive & strong qualitative results



• Code doesn’t work

• More expensive to train

• Short on generalisation results

• Short on theoretical intuition

Conclusion: negatives



Thank you for your attention!

Questions?





Gumbel-Softmax trick





Time complexity



Semi-supervised setting



Full qualitative results (Falcor3D, Isaac3D)





Implementation



Disentanglement & Equivariance
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